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Cairn Team at a Glance

• Energy-Efficient Computing        
Architectures

• IRISA/INRIA 
• ~35 people, Rennes and Lannion campuses
• from INRIA, Univ. Rennes 1, ENS Rennes
• Electrical Engineering & Computer Science 

• Domain-specific computing architectures
• Design tools and compilers

Inria Rennes

Enssat Lannion
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VLSI Integrated Circuit Design

• Chips, logic gates and transistors

Intel’s Xeon Chip

process(clk)
begin
if (clk�event and clk=�1�) then
A <= B + C;
S <= A * D;

end if;
end process;

#pragma hls_design top 
void my_design (int *a, int *o) { 

static int i,j;
for�i����i<=n-1; i���
for�j����j<=n-1; j++�
a�i	�j	���(a[i-1][j	�a�i	�j	�a�i][j-1])/3.0;

}

A B

B

A

S
Ci
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Key Queseons

• A deep dive into processors… (I hope not too deep)
• What is CMOS?  How basic logic gates, registers and 

memory are designed? 
• How to calculate the delay and the maximal frequency?
• How much power does my processor consume?
• What can advanced semiconductor technology bring?
• Are (homogeneous) mulecores the right solueon for 

performance or energy efficiency?
• Specializing the computer: reconfigurable compueng
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Outline

• The Fundamental Element: MOSFET Transistor 
• Design of CMOS Cells: Combinatorial Logic
• Memory Cells
• Delay 
• Power Consumption
• Synchronous Design
• Multicore: power and utilization walls
• Hardware accelerators
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Fundamental Building Block: 
MOSFET Transistor 

Intel’s Xeon Chip

GNow several billions or transistors

L: length

W: width

tox

n+ n+

Cross section

Gate oxide

L

Top view

Polysilicon gate

G

S

D

S D

MOSFET: Metal Oxide Silicium Field Effect
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The Basic Element: Transistor

• Transistor 
as a switch

• Vgs > Vt: NMOS on
– Resistance RDS

• Vgs < Vt: NMOS off
– Leakage Ioff

Ids

Vgs

Vt: threshold voltage

Ioff

• Gate: capacitance CG

G

S

D

CG

• Switch: resistance RDS

SD

SD
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MOS Transistor Models
• W: gate width
• L: gate length
• tox: oxyde width (#L/10)
• K = µ.e.W/(tox.L) = k W/L
• µ: charge-carrier effective mobility

NMOS (electrons) µN = 500 cm2/V-sec # 2 µP 
PMOS (holes) µP = 270 cm2/V-sec 

• e: oxyde permittivity # 4 e0 = 3.5 10-13 F/cm 

– K defines transistor speed, K∝W/L, KNMOS~2.KPMOS

– Temperature increases → µ decreases

L

W

tox

Oxyde
N/P Diffusion

channel

Source Gate
Drain

G

S

D
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Transistors Nowadays 

• Intel FinFET: transistors go 3D

• Fully Depleted SOI1

– Low-power

Planar FDSOI Transistor Advantages 

February 2012 Technology R&D 

• Total dielectric isolation 
– Lower S/D capacitances 
– Lower S/D leakages 
– Latch-up immunity 

 

• Ultra-thin Body (TSi~1/3LG) 
– Excellent short-channel immunity  

• low SCE, DIBL 
• No channel doping, no pocket implant 

– Improved VT variation 

• Ultra-thin BOX option 
– Back-bias control 

• Ground-plane implantation 
– VT adjustment 

Thin Silicon Channel 

10 

1Silicon on Insulator
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Outline

• The Fundamental Element: MOSFET Transistor 
• Design of CMOS Cells: Combinatorial Logic
• Memory Cells
• Delay 
• Power Consumpeon
• Synchronous Design
• Mulecore: power and uelizaeon walls
• Hardware accelerators
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NMOS/PMOS Transistors 

• NMOS
– A ‘0’ is well transmiyed
– A degraded ‘1’ is 

transmiyed (Vdd-Vtn)

• Vgs < Vtn

• Vgs > Vtn

• PMOS
– A ‘1’ is well transmiyed
– A degraded ‘0’ is 

transmiyed (Vss+|Vtp|) 

• Vgs < |Vtp|

• Vgs > |Vtp|
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Combinatorial Logic Cells

• Complementary Logic (CMOS)

S

CMOS Inverter

Id

Vdd

Vss

E
S = 1E = 0

Rp

Rn CL

E = 1 S = 0
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NAND and NOR

A B

B

A

S

NOR

A B S
0 0 1
0 1 0
1 0 0
1 1 0

B
A

S

A B

B

A

S
NAND

A B S
0 0 1
0 1 1
1 0 1
1 1 0

B
A

S

0

1
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Layout Design

A B

B

A

S

Transistor 
Schematic

LayoutDesign Domains, Abstractions, and Principles • Full-Custom Design •

Custom Cells: Optimizing Connections

L12 – CMOS Layout   96.371 – Fall 2002 10/16/02

Optimizing connections

Which is the better gate layout?

� considering node capacitances?

� considering “composibility” with neighboring gates?

Which does this gate do?
Which is better considering node capacitances?

Adapted from [Terman’02]

ECE 5745 T04: Full-Custom Design Methodology 26 / 53

Simple Transistor RC Model Simple Wire RC Model • MOSFET Fabrication •

Bulk vs. Silicon-on-Insulator Processing

I Eliminates parasitic capacitance between source/drain and the body
! lower energy, higher performance

I Lower subthreshold leakage, but threshold voltage varies over time

I 10–15% increase in total manufacturing cost due to substrate cost

CS250, UC Berkeley Fall ‘11Lecture 02, Introduction 1

Bulk versus SIO Processing
‣ “Silicon on Insulator”

49

‣ Lower parasitic capacitance -> lower energy, higher-performance
‣ Also used for “radiation hard” application (space craft) - saphhire 

instead of Oxide.
‣ 10 - 15% increase in total manufacturing cost due to substrate 

cost.

CS250, UC Berkeley Fall ‘11Lecture 02, Introduction 1

Lithography

‣ Current state-of-the-art 
photolithography tools 
use deep ultraviolet (DUV) 
light with wavelengths of 
248 and 193 nm, which 
allow minimum feature 
sizes down to 50 nm.

50

desired (drawn)

modified mask

exposure

‣ Optical proximity correction 
(OPC) is an enhancement 
technique commonly used to 
compensate for image errors 
due to diffraction or process 
effects.

Adapted from [Asanovic’11,Weste’11]

ECE 5745 T02: CMOS Devices 28 / 33

Silicon
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Complex Gates

• ( = *. , + . + /

• Multiple-Stage Complex 
Functions
– Optimisation of the logic 

equation
– Trade-off between speed 

and area
– A.B.C.D
– !A.B+A.!B (XOR)

B

F

A

Vdd

C
D

A

2  

4   

4   4   

6   D

12  B
6   

12  C
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Complex Gates: Full Adder

• Full Adder

VDD
VDD

VDD

VDD

A B

Ci

S

Co

X

B

A

Ci A

BBA

Ci

A B Ci

Ci

B

A

Ci

A

B

BA

28 Transistors

Full 
Adder

Cin

Cout

Si
Ai

Bi

Ai Bi Ci Co Si

0 0 0 0 0
0 0 1 0 1
0 1 0 0 1
0 1 1 1 0
1 0 0 0 1
1 0 1 1 0
1 1 0 1 0
1 1 1 1 1
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Complex Funceons

• 16-bit Adder (integer)32 Chapter 1

Figure 1.14 – 16-bit KSA. Red-striped square converts (xi, yi) to (p, g) (Equation 1.4) and
blue-striped square converts (p, g) to zi (Equation 1.8). Circles represent (p, g) compressors.

Thus, for the accurate multiplication of n-bit inputs, a 2n-bit result is returned. Therefore, com-
pared to addition where only 1 more bit is necessary, multiplication is a potential source for
high resource needs downstream, which definitely justifies the necessity of quantizing numbers
along computations, as presented in Section 1.3.2.

Integer multiplication can be split in two phases – generation of summand grid, and sum-
mand grid addition, leading to the scheme showed in Figure 1.15. Compared to higher-base,

Figure 1.15 – General integer multiplica-
tion principle applied on 6-bit input

Figure 1.16 – General visualization of 6-
bit multiplication summand grid

binary multiplication is much simpler. Indeed, only two values are possible for all summands,
0 or the value of the multiplicand, which can leads to major simplifications. Indeed, the gen-
eration of each line of the summand grid of an n-bit multiplier can be performed by n 2-to-1-
multiplexers selecting whether the input bits are xi or 0, controlled by the value of the bit yj

corresponding to the current line. Therefore, the most expensive part of the multiplier in terms
of resources is the carry-save reduction of the summand grid to reduce it to a final addition.
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Pass-Transistor Logic 

• Switch or Transmission Gate

• Example: 2-input multiplexer

• Example: XOR

NMOS PMOS

0 0
1 #1 

0 # 0 
1 1 

A if C = 0
B if C = 1

A
B

S S =

C

C
E S

C

!C

E S

C

E S
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Outline

• The Fundamental Element: MOSFET Transistor 
• Design of CMOS Cells: Combinatorial Logic
• Memory Cells
• Delay 
• Power Consumption
• Synchronous Design
• Multicore: power and utilization walls
• Hardware accelerators
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Storing Values

Latch (static)
(SRAM)

QD

wr

wr

D Q QD

wr

Capacitor (dynamic)
(DRAM)

Q

D

Write

Read

Flip-Flop (static)
(Register)

• Setup Time: Tsetup
• Hold Time: Thold
• Propagation Time: Tp

D Q QD

clk
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D Flip-Flop (edge-triggered)

• Two latches in series

– D is sampled in inverter (1) when clk = 0
– Latch (1) and (2) keeps D value when clk = 1 until !D is 

transferred to second latch (3) and (4) 
– Asynchronous clear signal: replace inv. (1) and (4) by NAND

QD

clk

clk

clk

clk

Q

1

2

3

4

clear

D Q QD

clk
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Memory

• L2 Cache contains 4 Millions SRAM cells
– Raw/column of 2000 cells

Bit line2L-K

Word line

A K

A K+1

A L-1

A 0

M. 2K

A K-1

Sense amplifiers-Drivers

Column decoder

Input-Output
(M bits)

Ro
w

 d
ec

od
er

Storage
Cell
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Outline

• The Fundamental Element: MOSFET Transistor 
• Design of CMOS Cells: Combinatorial Logic
• Memory Cells
• Delay 
• Power Consumption
• Synchronous Design
• Multicore: power and utilization walls
• Hardware accelerators
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Delay: Parasiec Elements

• Drain-Source Resistance:
• Gate Capacitance:

tox

n+ n+

W
L

• Simple Transistor RC Model • Simple Wire RC Model MOSFET Fabrication

Key Qualitative Characteristics of MOSFET Transistors

Cg

Reff
Cd

Cd

6.375 Spring 2006 • L04 CMOS Transistors, Gates, and Wires • 7

Key qualitative characteristics of 
MOSFET transistors

• Threshold voltage sets when transistor turns on – also impacts leakage
• IDS is proportional to mobility x (W/L)
• NMOS mobility > PMOS mobility => ReffN < ReffP (assume mobility ratio is 2)
• Increase W = Increase I = Decrease Reff

• Increase L = Decrease I = Increase Reff

• Cg proportional to ( W x L ) and Cd proportional to W

Width

Length

Cg CdReff

VoutVin

I Vt sets when transistor turns
on, impacts leakage current

I Id / µ⇥ (W/L)

I µn > µp =) RN,eff < RP,eff

I Cg / (W ⇥ L)

I Cd / W

I " W = # Reff = " Id = "
Cd ,Cg

I " L = " Reff = # Id = " Cg

ECE 5745 T02: CMOS Devices 8 / 33

G

S

D

RDS

Cg

Cdb

Csb

RDS = L
W

1
k(Vdd�Vt)

Cg = ✏W.L
tox

= W.L.Cox

Delay / RDS .Cg / L2

V dd�V t

CG

Cdb/sb
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• Rising Output: tplh = Rp.CL

• Falling Output: tphl = Rn.CL

Simplified Delay Model

S

CMOS Inverter

Vdd

Vss

E
S = 1E = 0

Rp (Rp # 2.Rn)

Rn CL

E = 1 S = 0

Id

Id
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Delay of Complex Gates

Ek

E1

S

E1 Ek

S

Ek

E1

E1 Ek

tplh = 
tphl = 

tplh = 
tphl = 

k-input NAND k-input NOR

Rp.CL

k.Rn.CL

k.Rp.CL

Rn.CL
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Transistor Sizing

• ( = *. , + . + /

• The art of transistor sizing

– Equilibrate delay for 0 → 1
and 1 → 0 output 
transieons

– Minimize cell area
B

F

A

Vdd

C
D

A

2  

4   

4   4   

6   D

12  B
6   

12  C
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Logic-Level Delay Model

• Fan-In (or Drive): relative to size of transistors 
– Basic inverter is 1x

• Fan-Out: ratio between load capacitance and drive
• Relative Fan-Out (RF): ratio between fan-out and next-

stage fan-in

1x 
Drive

Cmin

Porte     FIN     FOUT     RF
A 3           4        4/3
B 2
C              1
D              1

2x

1x

1x

A

B

C

D

3x
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Logic-Level Delay Model

• Tp = transport delay + inertial delay = TD + ID
• ID = RF.UD

Fan-out

Tp

1                2               3

Tp = TD + RF.UD

UD: unit delay

TD: transport delay
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Outline

• The Fundamental Element: MOSFET Transistor 
• Design of CMOS Cells: Combinatorial Logic
• Memory Cells
• Delay 
• Power Consumption
• Synchronous Design
• Multicore: power and utilization walls
• Hardware accelerators
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Power and Energy Consumption 

• Dynamic power
– Charge and discharge of 

node capacitance

• Energy = 
• Power

• Static power: Ps
– Sub-threshold and 

junction leakage current

Vdd
Idd = Isc + Ic

IcIsc

C

Id

Vg

Vt (low)

Ioff

Pstati = N.Io↵ .VddC.Vdd2

Pdyni
= C.Vdd2.f .Prob0!1
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Power at Higher Level

• Propagating activity

P =
X

i

⇥
↵i.fi.Ci.Vdd2 + Ileaki .Vdd

⇤
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Activity

• Activity ai is the probability to have a 0→1
transitions at the output of a gate

• Example: AND gate
– PS = P(S=1) = PAPB

– ai = PS(1- PS)

• Activity propagation

A B S
0 0 0
0 1 0
1 0 0
1 1 1

B
A S

1/2

1/2 1/4
a=3/16

B
A X

C
S1/41/2
1/8
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Propagating Activity is not So Simple

• Condieonal probabiliees

• Glitches: gate delay
– Significant in arithmeec

B
A X

C
S1/41/2
1/8

B
A X

S1/41/2
1/4

1
1
0

1
0
1

1

0

0

0

Glitches
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Dynamic Power vs. Performance

• Decreasing Vdd reduces power but increases 
delay

0

1

2

3

4

5

6

0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4
Supply voltage (VDD)

R
el

at
iv

e 
D

el
ay

 t d

0

2

4

6

8

10

R
el

at
iv

e 
P d

yn

Pdyni = ↵i.fclk.Ci.Vdd2

Delay / 1

Vdd �Vt
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Leakage vs. performance

• High performance • Low leakage

Id

Vg
Vt (high)

Ioff

Id

Vg
Vt (low)

Ioff

Delay / 1

Vdd �Vt

Pstati = N.Io↵ .Vdd Ioff:
• Exponential in inverse of Vt
• Exponential in temperature
• Linear in device count 



40

Minimum Energy per Operation

• Putting all together
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Reducing Power

• Power gating, multi-Vt
• Clock gating
• Vdd scaling

– Parallel, pipeline
• Activity reduction

– Pre-computation, correlation, encoding
• Glitch Power Reduction

Virtual Vdd

sleep Switch
Cell

Vdd

Logic
Cell
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Dynamic Power Management

• Dynamic Voltage and Frequency Scaling (DVFS)
• Reduce speed (clock freq.) and Vdd depending 

on processor activity

After

Before

Time

P
ro

ce
ss

or
 S

pe
ed

IDLE

E=CVH2+Eidle

E=CVL2
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Conclusion: Power in CMOS

• Dynamic power
– 40-70% today 
– Decreasing relaevely
– DVFS becomes more 

and more difficult

• Leakage power
– 20-50 % today 
– Increasing rapidly 

• number of transistors
• Vdd/Vt scaling

– Critical for memory

powerstaticrate
operation
energyP +´=

P =
X

i

⇥
↵i.fi.Ci.Vdd2 + Ileaki .Vdd

⇤
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Outline

• The Fundamental Element: MOSFET Transistor 
• Design of CMOS Cells: Combinatorial Logic
• Memory Cells
• Delay 
• Power Consumption
• Synchronous Design
• Multicore: power and utilization walls
• Hardware accelerators
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Timing Parameters

• D Flip-Flop

– Setup Time: Tsetup
• amount of eme the data at the synchronous input (D) must 

be stable before the aceve edge of clock

– Hold Time: Thold
• amount of eme the data at the synchronous input (D) must 

be stable a~er the aceve edge of clock

– Propagaeon Time: Tp
• amount of eme for the data at the output (Q) to change 

a~er the aceve edge of clock

D Q QD

clk
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Synchronous Circuits

Fl
ip

-F
lo

p
Data

Fl
ip

-F
lo

p

Combinational
Logic

PLL
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Synchronous Circuits

Fl
ip

-F
lo

p
Data

Fl
ip

-F
lo

p

Combinaeonal
Logic

PLL

Critical path 
delay and clock 
distribution limit 
frequency
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Critical Path

• All circuits have a maximal frequency, which is given 
by finding its critical path 
– Data must be stable when sampled by the clock

• Tcp: critical path delay of the logic

• Maximal Frequency

Tcp = MAX
∀i

(Di ), with Di  Delay of path i

Fclkmax =
1

Tcp +Tp +Tsetup
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Criecal Path in Processor Pipelines

• A typical (yet simple) processor pipeline

 

134

 

Chapter 3   Pipelining

 

when we consider the effect of branches, which changes the PC also, but not until
the MEM stage. This is not a problem in our multicycle, unpipelined datapath,
since the PC is written once in the MEM stage. For now, we will organize our
pipelined datapath to write the PC in IF and write either the incremented PC or
the value of the branch target of an earlier branch. This introduces a problem in
how branches are handled that we will explain in the next section and explore in
detail in section 3.5.

Because every pipe stage is active on every clock cycle, all operations in a
pipe stage must complete in one clock cycle and any combination of operations
must be able to occur at once. Furthermore, pipelining the datapath requires that
values passed from one pipe stage to the next must be placed in registers.
Figure 3.4 shows the DLX pipeline with the appropriate registers, called 

 

pipeline
registers

 

 or pipeline latches, between each pipeline stage. The registers are
labeled with the names of the stages they connect. Figure 3.4 is drawn so that
connections through the pipeline registers from one stage to another are clear. 

FIGURE 3.4 The datapath is pipelined by adding a set of registers, one between each pair of pipe stages. The reg-
isters serve to convey values and control information from one stage to the next. We can also think of the PC as a pipeline
register, which sits before the IF stage of the pipeline, leading to one pipeline register for each pipe stage. Recall that the
PC is an edge-triggered register written at the end of the clock cycle; hence there is no race condition in writing the PC. The
selection multiplexer for the PC has been moved so that the PC is written in exactly one stage (IF). If we didn’t move it, there
would be a conflict when a branch occurred, since two instructions would try to write different values into the PC. Most of
the datapaths flow from left to right, which is from earlier in time to later. The paths flowing from right to left (which carry the
register write-back information and PC information on a branch) introduce complications into our pipeline, which we will
spend much of this chapter overcoming. 

Data
memory

ALU

Sign
extend

PC

Instruction
memory

ADD

IF/ID

4

ID/EX EX/MEM MEM/WB

IR6..10

MEM/WB.IR

M
u
x

M
u
x

M
u
x

IR11..15
Registers

Branch
taken

IR

16 32

M
u
x

Zero?

Critical Path
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Clock Skew

• Every FF receives the clock edge at a different time
• Clock routing

• Reduction of maximal frequency:

• Maximal skew for circuit operation: 
• Race between data and clock

clock
drive

Chip Floorplan

zero skew

large  skew small skew

small skew

Femax =
1

Tcc +Tp +Tsetup +δ

d < tP1 + MIN(tcomb) - thold
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Clock Distribution

• Geometric buffering

• Tree-based
Cl

oc
k

H-tree: constant skew in each block 
with equivalent number of flip-flops

Module

Module

Module

Module

Module

Module

Main Clock

Local Clock

Buffering: local reduceon of skew

1x 4x 16x

1x

1x

1x

1x

1x
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Outline

• The Fundamental Element: MOSFET Transistor 
• Design of CMOS Cells: Combinatorial Logic
• Memory Cells
• Delay 
• Power Consumption
• Synchronous Design
• Multicore: power and utilization walls
• Hardware accelerators
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Inside (Simple) 
Processor Architecture
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Microarchitecture Pipeline

• Microarchitecture defines how instructions are 
executed (not unique)
ARCHITECTURE
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Energy Cost in a Processor

• Operation:
– 32-bit addition: 0.05pJ
– 16-bit multiply: 0.25pJ
– 64-bit FPU: 20pJ/op

• Instruction:
– fetch, decode, read 2 

operands from RF, execute, 
write back 

D-cache
6%

Datapath
38%

Reg. File
14%

Fetch/
Decode

19%

I-cache
23%

MIPS Proc.
91 pJ/instr.
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Achieving Higher Performance

• Pushing clock frequency…
• Branch/value prediction
• Cache memory
• In-core parallelism

– Multiple FUs
– Out of order execution
– VLIW+good compilers

• Multiple cores on a single chip
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Mulecore: it’s all a trick!
Power and Uelizaeon Walls
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And then came the “Power Wall”

Source:  C. Batten, Cornell 

Power Density: 100 W/chip 
(~25W/cm2) is a limit
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and the “Multicore Era”

• Increasing performance by increasing # of cores

Course Motivation Interconnection Network Basics Course Logistics

Examples of Multicore and Manycore Processors

ECE 5970 L01: Course Overview 9 / 29

–Source:  C. Batten, Cornell 
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Moving to multicore

• 1 core@2GHz@1.2V@1W

• 1 core@1GHz@0.8V@0.25W 

• 2 cores@1GHz@0.8V@0.5W
• But… twice area (and not so simple)

• Advanced technology nodes?

2GHz 1W
1.2V

1GHz 0.22W
0.8V

1GHz

1GHz
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Technology Scaling

28 nm 20 nm 14 nm

Planar FDSOI Transistor Advantages 

February 2012 Technology R&D 

• Total dielectric isolation 
– Lower S/D capacitances 
– Lower S/D leakages 
– Latch-up immunity 

 

• Ultra-thin Body (TSi~1/3LG) 
– Excellent short-channel immunity  

• low SCE, DIBL 
• No channel doping, no pocket implant 

– Improved VT variation 

• Ultra-thin BOX option 
– Back-bias control 

• Ground-plane implantation 
– VT adjustment 

Thin Silicon Channel 

10 

Classical (Dennard’s) scaling
Device count S2

Device frequency S
Capacitance, Vdd 1/S
Device power 1/S2

Utilization 1

Corei

100W@f

Corei

50W@1.4.f

S
Intel’s Xeon Chip
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End of Dennard’s Scaling

• Energy efficiency is not scaling along 
with integraeon capacity

• Uelizaeon Wall: percentage of a chip that can 
switch at full frequency drops exponeneally 

• Replace dark cores with specialized 
cores (10-100x more energy efficient)

Leakage limited scaling
Device count  S2

Device frequency S
Device power (cap) 1/S
Device power (Vdd) ~1

UUlizaUon 1/S2

Corei

100W@f

Corei

100W@1.4.f
(w/o) leakage
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End of Growth of Speed?End of Growth of Single Program Speed?

22

End of 
the 

Line?
2X / 

20 yrs
(3%/yr)

RISC
2X / 1.5 yrs

(52%/yr)

CISC
2X / 3.5 yrs

(22%/yr)

End of 
Dennard
Scaling

⇒
Multicore
2X / 3.5 

yrs
(23%/yr)

Am-
dahl’s
Law
⇒

2X / 
6 yrs
(12%/yr)

Based on SPECintCPU. Source: John Hennessy and David Patterson, Computer Architecture: A Quantitative Approach, 6/e. 2018
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Pushing the 
Accelerator!
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What is a HW accelerator?

• 16 processors

• 38 HW blocks

• 140 memory blocks

• 5 Gbytes/s on-chip 
interconnection 
network
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D-cache
6% Datapath

3%

Energy
Saved
91%

D-cache
6%

Datapath
38%

Reg. File
14%

Fetch/
Decode

19%

I-cache
23%

Energy Savings in Specialized HW

MIPS baseline
91 pJ/instr.

Specialized core
8 pJ/instr.

[Goulding et al., Hot Chips’10]
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An example: Bitcoin Mining

Type Model Mhash/s Mhash/J Power (W)

GPP Intel Xeon X5355 (dual) 22.76 0.09 120

GPP ARMCortex-A9 0.57 1.14 1.5

GPP Intel Core i7 3930k 66.6 0.51 130

GPU AMD 7970x3 2050 2.41 850

GPU Nvidia GTX460 158 0.66 240

ASIC AntMiner S1 180.000 500 360

ASIC AntMiner S5 1.155.000 1957 590

FPGA Bitcoin Dominator X5000 100 14.7 6.8

FPGA Butterflylabs Mini Rig 25.200 20.16 1250
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Making ANN Inference more Efficient

• Main motivation: AlphaGo consumes around 250,000 
Watts!

• Bring Logic and Memory closer
• Compute less precisely

• Google Tensor
Processing Units
(TPU) 
– Computations close 

to memory 
– 8 bit operations

Ideas for making AI more energy efficient

12

Implementing these ideas with CMOS digital architectures

1. Bring Logic and Memory closer
2. Compute less precisely

Google Tensor Processing 
Units (TPUs)
- Logic close to memory
- 8 bit Fixed Point

New versions of AlphaGo consume a lot less than 250,000 Watts!

Implementing these ideas with novel technologies to go a lot further: this talk!

Jouppi, …,
David Patterson
et al,
ISCA 2017
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Reconfigurable 
Hardware Accelerators
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Field Programmable Gate Array (FPGA)

>50MB RAM blocks

>4K Multipliers/Adders

>2M Configurable Logic Blocks
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Field Programmable Gate Array (FPGA)

CLB CLB CLB CLB

CLB CLB CLB CLB

CLB CLB CLB CLB

CLB CLB CLB CLB

6-LUT
BLE
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The Program is the Configuration

Chapter 2 Controllers for Wireless Sensor Network Nodes 21

FSM N NCLB MCW Lav

abs 5 50 3 3.55
Crc8 6 84 4 4.80

receiveData 6 94 4 4.58
Crc16 7 143 5 7.25

firBasic 7 217 7 7.89
calcNeighbor 8 266 7 8.05

Table 2.1: Resource utilization NCLB , minimum channel width (MCW) and average
interconnection length (Lav) required for FSMs on eFPGA-like array.

descriptions of the FSMs were obtained from the work of [33]. The table shows the num-

ber of CLBs (NCLB) and minimum channel width (MCW) required for implementation

of each FSM with N state register bits along with average length of an interconnection

segment in terms of number of CLBs spanned (Lav). Clearly for the targeted eFPGA

architecture with channel width of 4, only the first three FSMs listed in the table can

be mapped whereas the last three FSMs face constraints with respect to channel width,

although the number of CLBs are sufficient for logic function mapping. This reinforces

a well known contention that in a FPGA, the complexity of interconnection network for

signal routing creates a bottleneck as the complexity of logic circuit increases [50]. To

proceed with a study of resource utilization and power estimation, the architecture is

scaled to accommodate larger FSMs of Table 2.1. A visual representation of interconnec-

tion networks required for two FSMs in an eFPGA-like architecture with required MCW

as obtained from a mapping and PnR with VTR tool is shown in Fig. 2.9.

(a) abs (b) calcNeighbor

Figure 2.9: Interconnection network complexities in mappings of two FSMs.



74

The Program is the Configuraeon
24 Chapter 2 Controllers for Wireless Sensor Network Nodes

(a) Crc16 (b) calcNeighbor

Figure 2.10: Compact placement and routing in mappings of two FSMs.

2. The dynamic energy due to routing lines along clock networks and static energy of

buffers for both routing channels and clock networks are not considered.

3. The dynamic energy due to reconfiguration of eFPGA by shifting configuration bits

in a scan chain fashion is also neglected. This is due to the fact that the eFPGA

is usually programmed to be in a particular configuration for a long time so that

average power can be considered small.

4. The bias and transistor size dependent leakage current of NMOS and PMOS tran-

sistors in switches are ignored. Such currents are mostly sneak currents and are

negligible in the context of transmission gates.

5. Spatial independence of dynamic energy consumption in mapped CLBs across the

eFPGA is assumed. As will be shown in the next subsection dynamic energy con-

sumption within a LUT is significantly lower than that of interconnection network

and will have negligible impact on estimation of overall energy consumption [54].

The energy consumed due to transition of signal states in the logic of CLB and metal

lines of the interconnection network due to changing inputs and outputs is given by

EdynFSM ,av = NCLBEdynCLB ,av + EdynSW ,av (2.3)

where EdynFSM ,av, EdynCLB ,av, EdynSW ,av denote average energy consumed in all the blocks

used, one CLB and the switching network respectively. In order to estimate EdynCLB ,av

10000 random inputs are applied to CLB logic and switching capacitance is determined
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Space-Time Computaeon
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FPGA Acceleration

• FPGAs can run multiple tasks in parallel

• Towards heterogeneous multicores
–HARDIESSE

FPGA accelerators 
for HPC/Cloud
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Amazon AWS EC2 F1 

• Up to 8 Xilinx UltraScale+ 
FPGA devices in a single 
EC2/F1 instance 

© Copyright 2018 Xilinx

Instance Size FPGAs DDR-4 (GiB) vCPUs Instance 
Memory (GiB)

NVMe Instance 
Storage (GB)

Network 
Bandwidth

f1.2xlarge 1 4 x 16 8 122 1 x 470 Up to 10 Gbps

f1.16xlarge 8 32 x 16 64 976 4 x 940 25 Gbps

Up to 8 Xilinx UltraScale+ 16nm VU9P FPGA devices in a single instance
– f1.16xlarge size provides:

• 8 FPGAs, each with over 2 million customer-accessible FPGA programmable logic cells and over 5000 
programmable DSP blocks

– Each of the 8 FPGAs has 4 DDR-4 interfaces, with each interface accessing a 16GiB, 72-bit 
wide, ECC-protected memory

F1 Instances

Page 4

© Copyright 2018 Xilinx

AWS EC2 F1 Instance SDAccel Flow

Page 11

AWS EC2 F1 Platform 

© Copyright 2018 Xilinx

Amazon F1 Development Flow

AWS Hardware Development Kit 
provides access to necessary tools, 
scripts and files

Execute your own accelerated 
application or publish it on the 
AWS marketplace

aws.amazon.com

Development in
the AWS Cloud
with SDAccel

Development 
on premise

with SDAccel 

Hardware 
Development Kit

Accelerated 
Application

Page 12
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Time has Come for Specialization

• Microsoft Unveils Catapult to Accelerate Bing 
– One FPGA per blade 
– 6
8 2-D torus topology 
– High-end Stratix V FPGAs 

• Running Bing Kernels for feature 
extraction and machine learning

• Increase ranking throughput by 95% at 
comparable latency to so~ware-only 

• Increase power consumpeon by 10% 
• Increase total cost of ownership by 

less than 30%

Specialization: !
An idea whose time has come"

47&

•  One(FPGA(per(blade(
•  All(FPGAS(connected(in(half(rack(
•  6×8(2VD(torus(topology(
•  HighVend(StraXx(V(FPGAs((
•  Running(Bing(Kernels(for(feature(

extracXon(and(machine(learning(

Microsol&Unveils&Catapult&to&&
Accelerate&Bing!&

[EcoCloud&Annual&Event,&June&5th,&2014]&
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Conclusions

• A not too deep dive into processors?
• Transistors, logic gates, registers and memory
• Delay and maximal frequency
• Power is data dependent and dominated by 

data transfers
• Energy efficiency is no more scaling along 

with integration density
• Efficiency of hardware specialization
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Conclusions

• Energy consumption is a major issue
– True in embedded systems since 20 years
– True in HPC, mobile clouds, data centers, etc.

• End of Moore’s law…

• Multicores but utilization wall
– Percentage of a chip that can switch 

at full frequency drops exponentially
Dark Silicon



81

What’s next?

• Dark Silicon is also an opportunity
– Heterogeneous manycore architectures

• Efficiency of hardware specializaeon
– Domain-specific architectures and languages

• Compueng just right 
– @design-eme or @run- eme
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What’s next?

• Emerging devices

• Cells, brain, neurons have “analog” behavior
• And compute with very low precision

• Making neuromorphic computing more efficient

Nanophysics to the rescue?
• Emerging resistive nonvolatile memory: 

– much faster & more reliable than FLASH
– can be embedded at core of CMOS 

• In heavy industry development
Recent announcements: Qualcomm, Toshiba, Intel/Micron, Samsung…

14

An opportunity to reinvent computers for cognitive computing, 
fusing computing and memory

Phase 
Change 
Memory

Memristors,
Oxide 
Resistive 
Memory

Spin 
Torque 
Magnetic 
Memory
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